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ABSTRACT

We address the task of long-video, camera-controlled generation from a single im-
age. The dominant autoregressive paradigm suffers from two key limitations: (1)
error accumulation over time, as distant frames are conditioned on previously gen-
erated outputs rather than ground truth, leading to drift; and (2) ambiguity in how
to incorporate camera control. Standard solutions to both—such as self-forcing
and conditioning on explicit 6-DOF poses—either incur significant computational
overhead or produce drifting scene geometries over time. We propose a simple and
lightweight framework that combines autoregressive generation (WanAR) with
hierarchical long-context denoising (FixAR). To enforce scene geometry remains
consistent with input cameras, we draw from feed-forward novel-view synthesis
and reformulate video generation as a warping-and-inpainting problem. To miti-
gate drift, we introduce a hierarchical denoising strategy in which different stages
condition on different temporal histories. Specifically, we first generate frames
conditioned on the immediate past, and then refine them using a second denoiser
conditioned on a temporally subsampled long-range history to enforce global con-
sistency. This fine-to-coarse scheme enables each generated frame to effectively
condition on the full temporal context without incurring a prohibitive cost. Ex-
periments on RealEstate10k and DL3DV demonstrate that WanAR+FixAR out-
performs prior methods for camera-controlled long-video generation, producing
results that are both temporally stable and consistent with input camera trajecto-
ries.

1 INTRODUCTION

Recent advances in video diffusion models Blattmann et al. (2023); Yang et al. (2024); Team et al.
(2025); HaCohen et al. (2024) have enabled photorealistic video generation with increasing levels
of control. In this work, we study the problem of long-video generation from a single image given
future camera trajectories. This setting is particularly appealing for applications such as virtual scene
exploration and content creation, where controllable viewpoint changes must remain 3D consistent
over extended time horizons. However, generating long videos that faithfully follow camera motion
while maintaining spatial and temporal coherence remains a significant challenge.

Why is this hard? Existing approaches predominantly rely on autoregressive generation, where
future frames are conditioned on previously generated outputs over a sequence of rollouts. While
this is effective for short sequences, such methods accumulate errors over time, leading to drift in
long videos. A second challenge lies in how camera motion is incorporated. One widely adopted
approach is to condition on explicit 6-DOF pose representations, such as Plücker coordinates or
ray maps. One subtle challenge is that many flagship benchmarks (like RealEstate10K Zhou et al.
(2018)) provide cameras only up-to-scale, making camera-conditioned video generation somewhat
undefined - e.g., the world looks different when moving forward 10cm versus 10m.

Status quo. Prior work has attempted to address these challenges along two main directions. To mit-
igate autoregressive drift, several methods adopt self-forcing strategies Huang et al. (2025), where
models are periodically trained or evaluated on their own generated outputs. While effective in
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Figure 1: In this work, we consider the problem of camera-controlled video generation. Existing
approaches condition on cameras represented as ray encodings or Plucker coordinates, but these
learn poses up to a global scale factor. We draw from literature in feed-forward novel-view synthesis
that warp given views into future poses and reformulate video generation as video inpainting (left).
While this allows for precise camera control, minute-long autoregressive video generation in this
setup still suffers from drift and error accumulation over time. We propose a hierarchical denoising
scheme (right) that looks at multiple rollouts from the inpainting stage and corrects for long horizon
artifacts.

reducing error accumulation, these approaches significantly increase computational cost and are dif-
ficult to scale to long sequences; there is a linear increase in time and space for generating training
data as rollouts can only be sequentially obtained. Most camera-controlled video generation meth-
ods appear to circumvent the up-to-scale ambiguity by overfitting to the scale of a particular dataset,
making such camera-conditioned generation models unlikely to generalize.

Our approach. We address these challenges with a simple and lightweight framework that com-
bines online reconstruction with hierarchical denoising. First, to respect the fixed but unknown scale
of input camera trajectories, we draw inspiration from feed-forward novel-view synthesis and refor-
mulate video generation as a warping-and-inpainting problem, aligning intermediate depth predic-
tions to the scale of the ground-truth geometry (typically provided in the same scale as camera inputs,
often obtained via COLMAP). Second, to mitigate autoregressive drift, we propose a hierarchical
denoising strategy in which different stages condition on different temporal histories. Concretely,
we generate frames in a fine-to-coarse manner: an initial denoiser conditions on the immediate past
to produce high-frequency details, while a second denoiser conditions on a temporally subsampled
long-range history to enforce global consistency. This design allows each generated frame to effi-
ciently incorporate information from the entire past without incurring the cost of conditioning on an
exhaustive set of historical frames.

In summary, our contributions are as follows: (1) we identify scale inconsistency as a key failure
mode of pose-conditioned video generation and propose a warping-based formulation that enforces
scale consistency between the scene and camera trajectory; (2) we introduce a hierarchical denois-
ing scheme that reduces long-horizon drift by conditioning on multi-scale temporal context; and
(3) we present a simple combination of models, WanAR and FixAR, that achieves state-of-the-art
performance on RealEstate10k and DL3DV for camera-controlled long-video generation, producing
videos that remain consistent with the scale of input camera trajectories.

2 RELATED WORK

Autoregressive long video generation. Modern video diffusion models Ho et al. (2022); Blattmann
et al. (2023); HaCohen et al. (2024); Yang et al. (2024); Team et al. (2025); Chen et al. (2025c) can
generate photorealistic videos, but are typically limited to short temporal horizons. To extend gen-
eration length, autoregressive formulations are widely adopted to roll out longer sequences Chen
et al. (2025a); Teng et al. (2025); Deng et al. (2024); Jin et al. (2024); Chen et al. (2024); Yin et al.
(2025); Song et al. (2025); Huang et al. (2025); Cui et al. (2025). However, a fundamental chal-
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lenge in autoregressive video diffusion is drift, which progressively degrades visual quality over
long rollouts. Recent approaches attempt to mitigate this issue by either exposing models to drifted
distributions during training Chen et al. (2024); Song et al. (2025); Huang et al. (2025); Zhu et al.
(2026); Liu et al. (2025), or by modifying attention mechanisms and introducing memory compres-
sion modules to reference earlier, cleaner context during inference Zhang et al. (2025b); Cai et al.
(2025); Zhang et al. (2025c); Yang et al. (2025); Li et al. (2026b). While these methods improve
long-range consistency, they still suffer from limitations. For example, diffusion-forcing Chen et al.
(2024); Song et al. (2025) relies on approximated drift distributions and exhibits a train–test drift
distribution mismatch, while self-forcing Huang et al. (2025) incurs increased training cost due to
multi-step rollouts at every training iteration. In this work, we propose to decouple autoregressive
generation (WanAR) and drift correction (FixAR) via a hierarchical denoising framework, where
FixAR is trained on precomputed data pairs with real drift.

Camera-conditioned video world model. By introducing action controllability into long video
generation and making the underlying world behind visual content explorable, video world models
have emerged and demonstrated strong performance Bruce et al. (2024); Ball et al. (2025); Valevski
et al. (2024); Team et al. (2026a); Hong et al. (2025); Team et al. (2026b). Most video world models
primarily used keyboard inputs as a simple form of action control He et al. (2025b); Guo et al.
(2025); Etched AI (2025), while many recent works Yu et al. (2025a); Xiao et al. (2025); Kong
et al. (2025); Li et al. (2025b); Zong et al. (2020); Wu et al. (2025c); Gao et al. (2025) increasingly
emphasizes camera motion as the control signal to enable more precise manipulation and support
specific application scenarios. A natural question is how to incorporate camera information into
video generative models. Existing approaches can be broadly categorized into three groups: (i) direct
camera encoding, (ii) injecting 3D geometry through positional encoding fields Li et al. (2025a); Bai
et al. (2025b), and (iii) injecting 3D geometry via rendering in pixel space. Most existing methods Yu
et al. (2025a); Xiao et al. (2025); Shen et al. (2026a); Li et al. (2025b); Team et al. (2026b;a); Hong
et al. (2025); He et al. (2025b); Hong et al. (2025); Yu et al. (2025a) fall into the first category, where
normalized representations (e.g., Plücker rays or ray maps) are encoded into latent space to guide
the generation process, allowing camera control to be learned from large-scale camera annotations.
However, such latent-space conditioning often leads to imprecise control when reflected in pixel-
space generation, and tends to generalize poorly to out-of-distribution camera trajectories. The
second line of work Shen et al. (2026a); Zhang et al. (2025a) models 3D geometric transformations
induced by camera motion through modifications to positional encoding. This approach achieves
more accurate camera control, but the modified architecture introduces additional training overhead.
In this work, we adopt the third line of work Wu et al. (2025c); Kong et al. (2025), which directly
models camera control by estimating 3D geometry using a metric depth estimator and warping it into
future frames in an online fashion. This approach enables accurate camera control while naturally
reformulating autoregressive generation as an inpainting task.

Generative novel-view synthesis. Current state-of-the-art novel-view synthesis (NVS) methods
are largely based on generative diffusion models Gao et al. (2024); Wu et al. (2025b); Watson
et al. (2022); Yu et al. (2025c;b); Chen et al. (2025b); Bai et al. (2025a); He et al. (2025a); Ren
et al. (2025); Li et al. (2026a); Bai et al. (2025b); Seo et al. (2024); Zhao et al. (2024). They are
closely related to camera-conditioned video world models, but their spatial and temporal horizons
for novel-view generation remain limited. Early NVS approaches also widely adopted direct camera
encoding in latent space Gao et al. (2024); Wu et al. (2025b), but lacked precise camera control.
More recent methods instead employ 3D geometry-based warping-and-inpainting formulations Yu
et al. (2025c;b); Chen et al. (2025b); Ren et al. (2025), leading to improved visual quality and more
accurate camera control.

In addition, there is a line of work in NVS that uses diffusion models to correct rendering artifacts
caused by large viewpoint changes Wu et al. (2025a); de Lutio et al. (2026). This perspective is
closely related to the motivation behind our FixAR. In our setting, we interpret autoregressive drift
in long-horizon video generation as another form of accumulated artifact over time, which can be
corrected using video diffusion.
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Figure 2: Overview of WanAR, FixAR, and InterpolatAR. We build upon WAN Team et al.
(2025), a video diffusion model, and adapt it for camera-controlled autoregressive video generation
in static 3D scenes. All three stages share the same Wan2.1 backbone weights, with a different
stage-specific LoRA checkpoint loaded for each stage. At each rollout, we estimate depth using
MoGe-2 Wang et al. (2025c) on the input frame (or the last generated frame from the previous
rollout), and warp it into future camera poses to provide geometry-aware conditioning for WanAR
(top). While WanAR can generate plausible long videos autoregressively, visual drift and artifacts
gradually accumulate over multiple rollouts. To mitigate this issue, we introduce a hierarchical
denoising framework with a second-stage denoiser, FixAR (middle), which refines temporally sub-
sampled keyframes generated across different rollouts using a broader temporal context. Finally,
since FixAR only operates on sparse keyframes, we apply InterpolatAR to synthesize intermediate
frames between adjacent refined keyframes (bottom). The entire three-stage pipeline can itself be
rolled out autoregressively to further extend the video. This hierarchical fine-to-coarse formulation
enables both accurate camera control and temporally stable long-horizon video generation.

3 METHOD

3.1 PRELIMINARIES: FLOW MATCHING VIDEO DIFFUSION

We adopt the open-source DiT-based Peebles & Xie (2023) video diffusion model Wan-I2V-
14B Team et al. (2025) as our base model. Unlike traditional diffusion models that rely on score
matching and stochastic reverse diffusion, Wan is trained with rectified flow matching Esser et al.
(2024); Liu & Gong (2023); Lipman et al. (2023), which formulates generation as solving an ordi-
nary differential equation (ODE) without stochastic terms. This formulation provides a stable and
scalable training objective while preserving a likelihood-based interpretation.

Specifically, given a clean video latent x1, a random noise latent x0 ∼ N (0, I), a conditioning
signal c, and a timestep t ∈ [0, 1], flow matching defines the interpolated latent as

xt = (1− t)x0 + tx1.

The model is trained to predict the constant velocity field that transports noise x0 to data x1:

L = ∥fθ(xt, c, t)− (x1 − x0)∥22 .

3.2 WANAR: CAMERA CONTROL FOR AUTOREGRESSIVE VIDEO GENERATION

We consider the problem of camera-conditioned long video generation: given an input image I0 and
a target camera trajectory {Ct}Tt=0, the goal is to generate future observations {It}Tt=1 that follow
the specified camera motion, where T can be large. General-purpose video diffusion models such
as Wan-I2V-14B cannot be directly applied to this setting, because they (i) do not explicitly support
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camera conditioning, and (ii) are limited to a short generation horizon L, where typically L ≪ T .
To address this, we build WanAR on top of Wan. WanAR achieves camera control by propagating
explicit 3D geometry (depth and camera), and extends generation length through an autoregressive
formulation.

Given the initial observation I0, we first estimate its metric depth D0 using the monocular depth
estimator MoGe-2 Wang et al. (2025b;c). Since the corresponding camera C0 is known, this gives
us sufficient 3D geometry for the first frame. We then propagate this information to future viewpoints
within the base model horizon by forward warping:

(Ĩt,Mt) = W(I0, D0, C0, Ct), t = 1, . . . , L− 1,

where Ĩt denotes the warped partial observation at time t, Mt is the corresponding inpainting mask,
and W is the warping function.

Although the warped frames contain only partial RGB observations, they already provide accurate
camera-conditioned spatial guidance. As a result, camera-conditioned video generation is reformu-
lated as an inpainting problem that completes these partial observations:

{Ît}L−1
t=1 = fθ

(︂
I0, {(Ĩt,Mt)}L−1

t=1

)︂
,

where Ît denotes the generated full frame. To adapt Wan-I2V to this task, we modify its conditioning
mechanism. In the original I2V model, the future frames and masks are represented by zero-padded
latents in VAE space. In contrast, we replace this zero padding with the actual latent encodings of
the warped frames and their corresponding inpainting masks.

So far, this formulation enables camera control only within the base diffusion horizon. To extend
it beyond length L, we apply the same inpainting process autoregressively. At rollout k, we take
the latest anchor frame Îk(L−1), estimate its depth online using MoGe-2 Wang et al. (2025b;c), and
warp it to the next chunk of target cameras. Formally, for

k = 0, . . . ,

⌈︃
T

L− 1

⌉︃
− 1,

we generate
{Ît}(k+1)(L−1)

t=k(L−1)+1 = fθ

(︂
Îk(L−1), {(Ĩt,Mt)}(k+1)(L−1)

t=k(L−1)+1

)︂
.

In this way, WanAR produces a long video sequence that follows the entire target camera trajectory.

3.3 FIXAR: HIERARCHICAL DENOISING FOR MITIGATING DRIFT

The autoregressive formulation of WanAR enables long-horizon generation, but it also introduces
drift: except for the first rollout, each new chunk is conditioned on previously synthesized frames,
so errors accumulate over time and gradually degrade visual quality. To mitigate this effect, we
introduce FixAR, a second-stage fixing module that is applied after every few WanAR rollouts.

Specifically, after every K rollouts, we uniformly sample a sparse set of keyframes from the gener-
ated sequence and feed them into FixAR for content correction. Let {Îτj}L−1

j=0 denote the selected
sparse keyframes. FixAR outputs the corrected frames

{I⋆τj}
L−1
j=0 = gψ

(︂
{Îτj}L−1

j=0

)︂
,

where gψ denotes the FixAR model and I⋆τj are the corrected keyframes.

To train FixAR on realistic drift patterns, we construct its training set by following the same WanAR
rollout process and the same sparse keyframe sampling strategy used at inference time. Unlike self-
forcing approaches Huang et al. (2025), FixAR training does not require multi-step inference during
each training iteration; instead, it uses precomputed input-target pairs, which substantially reduces
computational overhead. Once trained, FixAR can be applied either globally to an entire generated
sequence or autoregressively at a low frequency.

FixAR mitigates drift for two reasons. First, due to its hierarchical design, it can directly reference
earlier frames with higher visual quality, or even ground-truth frames during training, allowing ap-
pearance and style to be propagated over a longer horizon. Second, because it is trained on realistic
drift distributions, it learns to identify artifact-prone regions and correct them accordingly.
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Method PSNR ↑ SSIM ↑ LPIPS ↓ FID ↓ KID ↓ FVD ↓ mPSNR ↑

ViewCrafter Yu et al. (2025c) 12.45 0.361 0.499 67.36 0.0267 595.25 13.44
TrajCrafter Yu et al. (2025b) 14.35 0.428 0.410 30.54 0.0042 347.75 15.54
CogNVS Chen et al. (2025b) 13.22 0.379 0.474 48.58 0.0116 457.35 14.39
VACE Jiang et al. (2025) 15.23 0.487 0.426 49.62 0.0119 393.30 16.89

Lingbot-World Team et al. (2026b) 12.90 0.362 0.513 25.46 0.0012 398.31 13.36
VMem Li et al. (2025b) 12.13 0.336 0.583 49.12 0.0099 465.13 12.46
DFoT Song et al. (2025) 13.95 0.423 0.422 38.28 0.0084 387.21 15.17
WorldWarp Kong et al. (2025) 13.81 0.425 0.475 38.59 0.0042 451.01 14.55

WanAR + FixAR 16.69 0.525 0.341 23.16 0.0018 282.59 18.31

Table 1: Comparison to state-of-the-art on RealEstate10K Zhou et al. (2018). We compare our
hierarchical diffusion strategy to state-of-the-art approaches for long video generation and novel-
view synthesis of static scenes. Our first finding is that a combination of WanAR + FixAR beats
all prior art on RealEstate10K, which we attribute to better camera control in WanAR, and better
drift mitigation from FixAR. One surprising finding is that novel-view synthesis approaches like
TrajectoryCrafter in fact perform better at this task than many long video generation works. With
mPSNR, we show better retention of visible regions particularly driven by precise camera control.

Method PSNR ↑ SSIM ↑ LPIPS ↓ FID ↓ KID ↓ FVD ↓ mPSNR ↑

ViewCrafter Yu et al. (2025c) 13.55 0.307 0.459 74.76 0.0114 847.25 13.19
TrajCrafter Yu et al. (2025b) 13.49 0.306 0.428 53.45 0.0042 703.82 13.93
CogNVS Chen et al. (2025b) 12.70 0.268 0.467 81.09 0.0166 882.71 13.04
VACE Jiang et al. (2025) 13.26 0.302 0.476 92.48 0.0209 781.41 13.77

Lingbot-World Team et al. (2026b) 12.87 0.246 0.457 40.26 0.0013 742.09 13.07
VMem Li et al. (2025b) 12.02 0.232 0.563 80.76 0.0138 867.67 12.13
DFoT Song et al. (2025) 9.19 0.143 0.603 82.44 0.0232 931.15 9.23
WorldWarp Kong et al. (2025) 12.63 0.265 0.540 74.81 0.0072 1002.4 12.73

WanAR + FixAR 13.84 0.320 0.421 47.75 0.0034 640.64 14.05

Table 2: Comparison to state-of-the-art on DL3DV Ling et al. (2024). We compare our method
with prior art on the DL3DV dataset which has more challenging camera motion, like sudden trans-
lation changes, and 360◦ camera pan. Despite this, our method outperforms baselines by a consid-
erable margin. Once again, mPSNR demonstrates better camera control with our warp-and-inpaint
strategy for long video generation.

Recovering the original video framerate. Because of the limited base model horizon and for com-
putational efficiency, FixAR operates only on sparse keyframes. To recover the full video sequence
at original framerate, we train an additional video diffusion model, InterpolatAR, to interpolate be-
tween neighboring corrected keyframes. This is a substantially easier task, since adjacent corrected
keyframes are already visually and temporally close, and little hallucination is required. Importantly,
InterpolatAR does not introduce additional drift, because it only fills in intermediate content rather
than performing autoregressive extrapolation as in WanAR.

4 EMPIRICAL ANALYSIS

4.1 EXPERIMENTAL SETUP

Datasets. We train and evaluate our model on two real-world datasets, RealEstate10K Zhou
et al. (2018) and DL3DV Ling et al. (2024), which cover diverse indoor and outdoor scenes.
RealEstate10K Zhou et al. (2018) contains approximately 60K videos, with ground-truth camera
annotations available for both training and testing. For DL3DV Ling et al. (2024), since the re-
leased version does not provide camera annotations, we use a COLMAP-preprocessed training
set Wang et al. (2025a) with approximately 7K videos. For the test set, we process the videos
with MegaSAM Li et al. (2025c) to obtain the corresponding camera poses and depth maps.
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Figure 3: Qualitative comparison on RealEstate10k and DL3DV. We show qualitative results on
two test scene from RealEstate10k (top two examples) and DL3DV (bottom two examples) across
a range of video generation, and novel-view synthesis baselines. We see that proposed WanAR +
FixAR combination of models “renders” the scene using scale-consistent camera poses (as compared
to ray encoding in DFoT or Plucker conditioning in LingBot), and show that hierarchical denoising
mitigates drift over time which some autoregressive baselines like VMem struggle with. We also
note that TrajectoryCrafter, a method designed for novel-view synthesis (in short sequences) is also
surprisingly strong at the task of camera-controlled minute-long video generation.
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Figure 4: Qualitative analysis of hierarchical denoising. WanAR exhibits drift over long rollouts,
while FixAR mitigates the drift and cleans up accumulated artifacts.

Method PSNR ↑ SSIM ↑ LPIPS ↓ FID ↓ KID ↓ FVD ↓

WanAR 16.63 0.519 0.342 36.68 0.0022 455.87
WanAR + FixAR 16.71 0.521 0.338 34.55 0.0018 429.14

Table 3: Quantitative analysis of hierarchi-
cal denoising. FixAR improves generation re-
alism and leads to consistent gains across eval-
uation metrics.

Method PSNR ↑ SSIM ↑ LPIPS ↓ FID ↓ KID ↓ FVD ↓ mPSNR ↑

Warp-and-inpaint 16.63 0.519 0.342 36.68 0.0022 455.87 18.20
Plucker ray 14.95 0.438 0.416 35.62 0.0021 505.49 15.33

Table 4: Comparison of different conditioning
strategies. The Plucker baseline adds a convolu-
tional adapter to the Wan2.1-14B backbone, and is
finetuned on Re10K using the same setup.

Baselines. We compare our method with baselines from both camera-conditioned long video gen-
eration and novel-view synthesis. For camera-conditioned video generation, we compare with
VMem Li et al. (2025b), DFoT Song et al. (2025), Lingbot-World Team et al. (2026b), and World-
Warp Kong et al. (2025). VMem, DFoT, and Lingbot-World use Plücker rays or ray maps as camera-
control representations, while WorldWarp uses 3D Gaussian rendering as camera guidance. Lingbot-
World is an open-source industrial model, and we use its flagship bidirectional model for evaluation.

For novel-view synthesis, we adopt video diffusion-based methods that also use warp-and-inpaint-
style camera control, including ViewCrafter Yu et al. (2025c), TrajCrafter Yu et al. (2025b), and
CogNVS Chen et al. (2025b). We further include VACE Jiang et al. (2025), a Wan-14B-based video
inpainter, as an additional baseline. Since these methods are designed for fixed-length rendering, we
evaluate them in an image-to-video autoregressive manner, following the same rollout setting as our
method.

Metrics. We follow standard evaluation protocols used in related work Xiao et al. (2025); Kong
et al. (2025); Li et al. (2025b); Shen et al. (2026b), including pairwise reconstruction metrics PSNR,
SSIM, and LPIPS, as well as distribution-level metrics FID and KID. We also report FVD to evaluate
video generation quality. In addition, we adopt masked PSNR (mPSNR) Gao et al. (2022), which
computes PSNR only over the covisible region from the first frame. This metric better reflects
camera-control accuracy without scale ambiguity.

Since some baselines Song et al. (2025); Li et al. (2025b) only support a resolution of 256 × 256
and a temporal frame skip of 10, we crop and resize the outputs of all methods, including ours, to
the same spatial and temporal resolution for fair comparison.

Implementation details. We initialize our models from the official Wan-I2V-14B-480P check-
point Team et al. (2025) and fine-tune them using LoRA with rank 32. We use a batch size of 8
and a learning rate of 1 × 10−4. For each model, including WanAR, FixAR, and InterpolatAR, we
fine-tune for 10K steps on each dataset using 8 H100 GPUs at a resolution of 256 × 256. Training
each model takes approximately one day. Further inference details are provided in Appendix .1.

4.2 COMPARISON TO STATE-OF-THE-ART

RealEstate10K. Tab. 1 presents a detailed comparison between existing methods and ours on
RealEstate10K. Overall, NVS methods achieve stronger reconstruction metrics, including PSNR,
SSIM, LPIPS, and mPSNR, mainly because their warp-and-inpaint formulation provides more ac-
curate camera control. In contrast, camera-conditioned long video generation methods perform
better on visual fidelity metrics, such as FID, KID, and FVD, since they are typically trained with
dedicated anti-drift strategies and are therefore better at preserving long-term visual quality. The im-
portance of accurate camera control is also illustrated in Fig. 3. For example, Lingbot-World, despite
being an industrial-level bidirectional video diffusion model capable of generating highly photoreal-
istic videos, still obtains relatively poor PSNR due to inaccurate camera control. This suggests that
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t=0

t=T/4 t=T/2 t=T

seed=1

seed=42

Figure 5: Top-k evaluation. We note that generative methods for camera-controlled video gen-
eration can produce multi-modal outputs for unseen regions of the scene as camera pans in new
direction. We conduct such an evaluation for our method. Our finding is that the performance of our
final predictions improves with respect to the ground-truth as more samples are drawn from WanAR
(thereby covering the generation of multiple plausible 3D scenes in the future).

Plücker-ray-based conditioning is not sufficiently accurate or generalizable for this setting. In con-
trast, our method achieves state-of-the-art performance across major metrics by combining accurate
3D-informed warp-and-inpaint camera control with hierarchical denoising for drift mitigation.

DL3DV is a more challenging dataset, containing fast viewpoint transitions, extreme camera tra-
jectories, and diverse scene content. As shown in Fig. 3, many NVS methods suffer from distorted
content, largely because depth estimation becomes unreliable on drifted generated frames during
autoregressive rollout. In contrast, our method uses FixAR to suppress drift accumulation, ensur-
ing that the corrected frames remain meaningful inputs for subsequent depth estimation and warp-
ing. As reported in Tab. 2, our method again achieves state-of-the-art overall performance, despite
marginally lower FID and KID compared with Lingbot-World. These results demonstrate that our
method generalizes well to diverse indoor and outdoor scenarios with challenging camera motion.

4.3 ABLATIONS AND ANALYSIS

Effect of hierarchical denoising. We conduct ablation studies on a 50-sequence subset of
RealEstate-10K. Fig. 4 and Tab. 3 show the qualitative and quantitative effects of the hierarchical
denoiser. By mitigating drift, the denoiser improves generation realism and consistently improves
the evaluation metrics.

Ablations on camera pose conditioning. We compare WanAR’s warp-and-inpaint conditioning
with Plucker ray conditioning using the same backbone and training setup. As shown in Tab. 4,
warp-and-inpaint improves reconstruction quality, camera-control accuracy, and video quality, while
achieving comparable FID and KID. This suggests that warp-and-inpaint provides more precise
camera control in our setting. Additional ablations are reported in Appendix .3.

Evaluation of multi-modal generation. A key advantage of video diffusion models is their multi-
modal generation capability, which we also observe in WanAR + FixAR. As shown in Fig. 5, the
same corridor scene can be plausibly generated as either a narrow straight pathway or a larger room
space connected to another room by an additional door. Both outcomes are reasonable under the
given input. We therefore evaluate Top-K generation metrics by sampling multiple outputs with
different random seeds.

5 DISCUSSION

We present a simple framework for long-video, camera-controlled generation that combines autore-
gressive generation with hierarchical denoising. Our results show that reformulating generation as
a warping-and-inpainting problem helps maintain consistency with input camera trajectories, par-
ticularly in the presence of up-to-scale ambiguity, while hierarchical denoising improves temporal
stability by allowing each frame to incorporate both short- and long-range temporal information.
Compared to prior approaches that rely on self-forcing or explicit pose conditioning alone, our
method achieves stronger long-horizon consistency. These findings suggest that both scale consis-
tency and long-range temporal conditioning are important for generating stable, camera-controlled
videos over extended sequences.
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LIMITATIONS

We note that our proposed warp-and-inpaint hierarchical video generation can only be used for static
scenes. WanAR relies on the quality of underlying geometry, and errors in depth or reconstruction
can propagate through the warping process, leading to artifacts or inconsistencies. WanAR rollouts
only warp the last frame of the previous rollout and therefore do not have any memory mechanism
baked in. This means that loop closure in long sequences may not be accurate. While hierarchical
denoising with FixAR reduces drift, it does not fully eliminate it as our second stage operates over
a finite horizon of frames too. Finally, our models trained on one dataset cannot be used for another
dataset if the scale distributions between the two datasets are drastically different. We cover a
detailed inference cost of our method with respect to other baselines in appendix.

BROADER IMPACTS

Efficient and temporally consistent camera-controlled video synthesis could broaden access to tools
for creative media production, 3D exploration in virtual reality applications, and embodied AI re-
search, though care should be taken to mitigate risks associated with realistic synthetic video gener-
ation.
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APPENDIX

In this supplement, we include further implementation details of implementation (Section .1), com-
putational cost (.2), and more ablations .3 of our WanAR + FixAR approach. We further present a
nuanced discussion of camera control in video generation (Section .4).

.1 MORE IMPLEMENTATION DETAILS

Given one initial image and a sequence of L target cameras, our objective is to generate an L-frame
video following the target camera trajectory. WanAR, FixAR, and InterpolatAR all use the same
Wan2.1-14B architecture, but have separately trained checkpoints for their respective tasks. Unless
otherwise specified, each stage operates at a resolution of 336 × 592 with a temporal window of
T=49 frames.

For InterpolatAR, we place the corrected FixAR keyframes at their corresponding temporal locations
and replace the missing intermediate frames with blank frames. The first frame of each input window
is always an observed keyframe. InterpolatAR then predicts the missing frames conditioned on the
visible keyframes (i.e. if FixAR was applied at a keyframe interval of 4 then frames 1, 5, 9 . . . are
input to InterpolatAR which interpolates to get frames 2, 3, 4, 6, 7, 8 . . . ).

For RealEstate10K, we generate (L=280) frames at 10 FPS: 1) WanAR: We subsample the target
trajectory using an interval of 2 to generate the sequence with 3 autoregressive diffusion calls. 2)
FixAR: We select 49 generated keyframes with an average temporal interval of approximately 6 and
jointly refine them using 1 diffusion call. 3) InterpolatAR: We use an interval of 1 to reconstruct
the complete 280-frame sequence, requiring 6 diffusion calls. The complete RealEstate10K pipeline
uses 10 diffusion calls: 3 WanAR, 1 FixAR, and 6 InterpolatAR calls.

For DL3DV, we generate (L=600) frames at 30 FPS: 1) WanAR and FixAR: We subsample the
target trajectory using an interval of 3 to generate the first 10s of the sequence with 2 WanAR
diffusion calls. We then select 49 keyframes with an average temporal interval of 6 and jointly
refine them using 1 FixAR diffusion call. Starting from the refined result, we repeat the same
process with another 2 WanAR calls followed by 1 FixAR call to generate the remaining sequence.
2) InterpolatAR: We use an interval of 1 to reconstruct the complete 600-frame sequence, requiring
12 diffusion calls. The complete DL3DV pipeline uses 18 diffusion calls: 4 WanAR, 2 FixAR, and
12 InterpolatAR calls.

.2 ANALYSIS OF COMPUTATIONAL COST

We compare the computational cost of our method with the baselines. Specifically, we run inference
on 280-frame RealEstate10K videos using one 80GB H100 GPU and report the average runtime,
peak GPU memory, number of diffusion calls, and denoising steps per call. As shown in Tab. 5,
our method has moderate runtime and GPU memory usage. We additionally report our method at
480 × 832 × 49 only for a resolution-matched cost comparison; all experiments in the paper use a
training resolution of 336× 592× 49.

Although our system contains three stages, all stages reuse the same Wan2.1-14B architecture and
the same input shape of 336×592×49. We sequentially reload the corresponding LoRA checkpoint
for each stage without introducing additional architectural modules. This unified design reduces
engineering complexity. Moreover, our hierarchical design applies FixAR at a low frequency before
final interpolation, limiting the total number of diffusion calls.

.3 ADDITIONAL ABLATIONS

Sensitivity of FixAR’s keyframe interval. Our default FixAR processes 49 frames, is trained
with keyframe intervals ranging from 2 to 6, and uses an interval of 6 during inference. We addi-
tionally train a 25-frame FixAR with keyframe intervals ranging from 4 to 12 to study the effects of
input length and larger keyframe intervals. As shown in Tab. 6, the 49-frame FixAR performs con-
sistently across intervals from 2 to 6, indicating that it is not sensitive to the precise interval within
its training range. In contrast, the performance of the 25-frame FixAR decreases when the interval
increases from 4 to 8 or 12. With very sparse keyframes, the temporal correspondence between
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Method Backbone Resolution GPU Memory Run Time # Diffusion Calls

ViewCrafter StableVideoDiffusion-2B 576 × 1024 × 25 22GB 15min 12
TrajCrafter CogVideoX-5B 480 × 720 × 49 48GB 18min 6
CogNVS CogVideoX-5B 480 × 720 × 49 23GB 16min 6
VACE Wan2.1-14B 480 × 832 × 49 51GB 19min 6
VMem SEVA-1.3B 576 × 576 × 8 6GB 4min 6
DFoT DiT-XL/2-0.68B 256 × 256 × 8 7GB 5min 44
WorldWarp Wan2.1-1.3B 480 × 832 × 81 36GB 8min 4
Lingbot-World Wan2.2-14B 480 × 832 × 281 75GB 38min 1
Ours Wan2.1-14B 336 × 592 × 49 41GB 12min 10

Wan2.1-14B 480 × 832 × 49 48GB 17min 10

Table 5: Computational cost comparison with baselines. Runtime and peak GPU memory are
measured on 280-frame RealEstate10K videos using a single 80GB H100 GPU. We also report our
method at 480× 832× 49 for a resolution-matched comparison.

Setting Keyframe Interval PSNR ↑ SSIM ↑ LPIPS ↓ FID ↓ KID ↓ FVD ↓

49-length FixAR 2 16.38 0.508 0.336 34.33 0.0021 424.94
4 16.78 0.522 0.333 34.06 0.0017 428.02
6 16.71 0.521 0.338 34.55 0.0018 429.14

25-length FixAR 4 16.11 0.490 0.340 38.02 0.0021 461.49
8 15.91 0.487 0.351 38.72 0.0022 488.46
12 15.46 0.471 0.384 40.07 0.0030 561.53

Table 6: Ablation on FixAR keyframe interval and sequence length. We compare 49-frame and
25-frame FixAR variants under different keyframe intervals. The 49-frame model remains stable
across its training range, while larger intervals degrade the performance of the 25-frame model.

adjacent input frames becomes weaker, making refinement more difficult. The 49-frame FixAR also
consistently outperforms the 25-frame variant; a longer input sequence can cover a longer temporal
range while retaining relatively dense keyframes.

Effect of different depth estimators. We estimate the depth of the first frame using each method
and then perform one WanAR rollout. As shown in Tab. 7, the performance differences among the
three depth estimators is relatively small, indicating that WanAR is robust to the choice of depth
estimator – it can recover from errors introduced by depth estimators. Depth Anything V3 and
MegaSAM depth provide slightly better reconstruction and video-quality metrics.

.4 EXTENDED DISCUSSION ON CAMERA-CONTROLLED VIDEO GENERATION

In this section, we elucidate our claim that camera-controlled video generation is a special case of
novel-view synthesis (NVS) and discuss relevant paradigms for evaluation which are inspired by the
literature in NVS.

CASE I: IMAGE-TO-VIDEO GENERATION WITH POSE / GEOMETRY INFORMATION

When input observations are accompanied by reconstruction information, such as calibrated camera
poses and/or 3D geometry defined in a fixed coordinate system, future camera trajectories should
also be specified in that same coordinate system. This corresponds to the standard NeRF-style set-
ting, where methods are conditioned on input images together with calibrated camera poses. More
generally, this setup may also be instantiated using a single image paired with depth or XYZ infor-
mation. For example, given an estimate of scene geometry, future camera motion can be defined
relative to the reconstructed scene structure (e.g., moving a fixed distance toward an observed ob-
ject). Framing camera control in this coordinate-aware manner removes the need to reference future
ground-truth geometry during alignment and provides a cleaner formulation of camera-conditioned
video generation.
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Method PSNR ↑ SSIM ↑ LPIPS ↓ FID ↓ KID ↓ FVD ↓

MoGe2 20.22 0.654 0.177 21.90 0.0013 130.58
Depth Anything v3 20.46 0.666 0.172 21.77 0.0014 129.02
MegaSAM 20.74 0.679 0.170 21.92 0.0015 125.77

Table 7: Comparison of different geometry estimation methods. We initialize WanAR using the
first-frame depth estimated by each method and report performance after one rollout. Results are
similar across estimators, indicating limited sensitivity to the choice of depth estimator.

CASE II: IMAGE-TO-VIDEO GENERATION WITHOUT POSE INFORMATION

In contrast, when only input images are provided without associated poses or geometric information
of the input (such as the current setup of camera-controlled video generation works including ours),
the problem more closely resembles unposed novel-view synthesis. In this setting, one possible
approach is to require future camera trajectories to be specified in a metric coordinate system to avoid
key pitfalls of prior art (c.f. Figure 6). An alternative is to follow protocols of recent benchmarks
Kuo et al. (2025) under whose formulation: (i) methods reconstruct the input observations within
a locally consistent coordinate system; (ii) the benchmark provides a similarity transform aligning
the reconstruction to the ground-truth frame; and (iii) future camera queries are specified within the
local reconstructed coordinate system. Our current training, inference and benchmarking protocol
is based on this formulation.

GT DFoTOurs

Figure 6: We identify a key limitation of existing camera-conditioned methods. When explicit 6-
DOF poses are used as conditioning—e.g., via Plücker coordinates or ray maps Song et al. (2025);
Team et al. (2026b)—it is difficult to enforce a consistent scale between the scene and the cam-
era trajectory. As a result, generated videos may exhibit visual inconsistencies (top), reflecting
scenes rendered under an arbitrary pose scale. Importantly, standard camera-control metrics Xiao
et al. (2025) perform a scale alignment with ground-truth camera poses prior to evaluation. Con-
sequently, even when predicted camera trajectories are incorrect up to a global scale factor, they
can still achieve low error (bottom), masking this failure mode. Current methods evaluating per-
formance with the PSNR metric circumvent this issue, as they overfit to the pose distribution in a
particular datasets, which indicates their limited generalization to other scene or camera trajectories.
In our approach, we mitigate this issue by aligning MoGE depth predictions to ground-truth depth
for each rollout, and by adopting a warping-and-inpainting formulation for long-video generation.
We also adopt novel-view synthesis protocols for evaluation, and instead benchmark methods for
camera-control with the masked PSNR (mPSNR) metric.
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